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Supplementary Methods

Parallel Environment

The assembly used 21 identical computers, each having 16GB of RAM and two quad-core Intel Xeon 2.66GHz processors, giving a total of 168 cores. These computers are connected to a single gigabit network switch. We have tested the software against LAM/MPI 7.1.4 (http://www.lam-mpi.org/) and Open MPI 1.2.6 (http://www.open-mpi.org/). The computer cluster uses the Sun Grid Engine (SGE) to schedule jobs.

k-mer parameter

The primary input parameter to the assembly is the k-mer value, the length of the subsequences to generate from the sequence reads. This parameter defines the overlap (k-1) that is required to link sequences. There are two factors that determine the choice of the k-mer for a given sequencing experiment. First, the k-mer value must be small enough so that most k-mers will have an overlap with their neighboring sequences. However, the k-mer value must be large enough that the number of spurious overlaps between unrelated k-mers is minimized. The k-mer value used for an assembly depends on the depth of sequence coverage, the read error rate and the complexity of the genome. The k-mer value should not be less than (lmax+1)/2, where lmax is the length of the longest read in the data set and cannot be more than the length of the shortest read, lmin. Although the theoretical lower limit for an assembly is k=2, the above bound is necessary to prevent excessive bubble formation, which otherwise would be possible for read errors that are observed only once. The upper limit is from a hard constraint, as for a k value higher than lmin it would not be possible to construct k-mers for reads of length lmin if k is beyond this limit.
The k-mer value for the perfectly tiled simulation was fixed at k=36 as the simulation parameters guaranteed perfect, contiguous 36bp coverage across the reference genome. For the Yoruba (SRA000271) assembly the k-mer value was found by experimentation with the value k=27 resulting in the most contiguous assembly. The k=27 parameter for the stochastically sampled 42x simulation was chosen to allow a direct comparison with the Yoruba assembly.

Estimation of distances between contigs

To constrain the region of the contig graph that must be searched during the contig merging step, the distance between each pair of contigs is estimated. For each contig pair (Ci, Cj) linked by read pairs, the relative orientation and order of the contigs is inferred from the read pair information. The alignments to contig Cj are then transformed to the coordinate space of Ci and the distances between each pair are calculated producing a set of putative fragment sizes Xi.. The distance between the contigs is estimated by choosing a value, θ that maximizes the log likelihood function
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where f θ is the likelihood of the value xi translated by θ.

Chromosomal coverage based on alignments

For assemblies using simulated data, contigs with exact matches to the human reference genome, or full-length alignments with internal mismatches, were used to calculate genomic coverage. For the assembly with real data, contigs with full-length alignments or less than 5 unmatched bases at either extremity, with a minimum of 95% identity and no gaps larger than 50kb, were used to compute the chromosomal coverage of the assembly. Coverage is defined here as a region of the reference genome which falls between the two endpoints of an aligned contig, and therefore includes bases that fall within alignment gaps. In the case where a contig aligned to several regions in the genome with the same score and identity, all of these alignments were included in the coverage calculation. Therefore, the 68.2% coverage of the human reference genome is a maximum coverage value when contigs ≥ 100bp in length are used. Supplemental Figure 2 shows how coverage varies with minimum contig size and with the exclusion of multiply-aligned contigs.

Comparison of InDels to SINEs and LINEs

A complete list of SINEs and LINEs, along with their genomic coordinates, was downloaded from the UCSC Table Browser on the UCSC Genome Bioinformatics website (http://genome.ucsc.edu/cgi-bin/hgTables?command=start). The coordinates were compared to deletion coordinates to identify missing SINEs and LINEs in the Yoruban individual. This list was then compared to a list of known retrotransposon insertion polymorphisms (RIPs) (Wang et al. 2006). RIP coordinates are only available relative to NCBI Build 35. Coordinates were converted relative to Build 36 using the “LiftOver” tool available from the UCSC Genome Browser (http://hgdownload.cse.ucsc.edu/downloads.html).

Alignment of contigs to primate genomes using BLAST

For alignments against the orangutan (ponAbe2) and rhesus (rheMac2), genomes were downloaded from UCSC (http://hgdownload.cse.ucsc.edu/downloads.html#orangutan and http://hgdownload.cse.ucsc.edu/downloads.html#rhesus), and formatted to NCBI BLAST databases. Megablast (Altschul et al. 1997) was performed locally, and contigs with an expect value of 1x10-10 and at least 90% identity across a minimum of 50% of the contig where considered to be valid alignments.

Assembler software versions and parameters for E. coli comparison

	Software
	Version
	Parameters

	ABySS
	1.0
	k=31 l=36 n=5

	Edena
	2.1.1
	m=30

	EULER-SR
	2008-12-21
	vertexSize=28 CloneLength=215 CloneVar=40

	SSAKE
	3.2.1
	m=17 o=4 r=0.7 t=1 d=200 e=0.75 k=2 a=0.7 z=50

	Velvet
	0.7.26
	k=29 ins_length=215 cov_cutoff=12 exp_cov=24


Supplementary Figures
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Supplementary Figure 1. Distribution of fragment sizes for the Yoruba (SRA000271) data set. The fragment sizes were calculated by aligning the paired end reads to the reference genome and calculating the distance between the alignment positions.
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Supplementary Figure 2. Coverage of the reference genome by contigs assembled from the Yoruba (SRA000271) data set. Each point represents the coverage of the reference genome when contigs below the given threshold size are excluded. If all contigs are included (minimum size = 27bp) over 90% of the reference genome is represented (81% is represented by contigs with a unique alignment).

[image: image4.png]



Supplementary Figure 3. Conceptual diagram illustrating the process of dead-end branch removal on a de Bruijn di-graph with an implicit directionality running from left to right. The filled circles are k-mers with lines connecting adjacent sequences that overlap by (k – 1) bases, and the colors indicating the identity of the extension base. The branches disconnected on one side (inside hashed ovals) are likely caused by read errors. The algorithm identifies and removes these branches to improve the contiguity of the assembly.
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Supplementary Figure 4. Conceptual diagram of the bubble removal process. Bubbles arise from concurrent paths through the de Bruijn di-graph created by single base pair differences. A) Two bubbles are shown: The top bubble is a simple bubble consisting of a single base difference between the branches. The bottom bubble is a complex bubble consisting of two overlapping bubbles. B) The di-graph after removal. The top bubble removes cleanly but the bottom bubble leaves a dangling edge, requiring a subsequent trimming operation to clean the graph.
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